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a b s t r a c t

Digital rights management (DRM) is increasingly becoming a necessity for content
management and distribution in highly networked environments such as the Internet.
However, very few DRM models have been able to achieve commercial success and accep-
tance among users. This paper analyzes the problems with current DRM environments and
proposes an open layered framework for development of DRM systems, where different
technologies can interoperate within the framework. Furthermore, interoperability is stud-
ied in terms of the proposed layered framework, and problems posed by the current rights
expression languages (RELs) are identified. We conclude that a refactoring of current RELs
based on a set of design principles is necessary to achieve a reasonable level of DRM inter-
operability. We emphasize the need for middleware services for DRM, along with their
responsibilities and places of operation within the proposed framework. Finally, a specific
prototype architecture is introduced that makes use of existing infrastructures in order to
implement a DRM environment consistent with the design principles described in this
paper.

� 2008 Elsevier Ltd. All rights reserved.

1. Introduction

Radical changes in information technology coupled with the evolution of the Internet in the early 1990s drastically dis-
turbed the hitherto maintained balance between the interests of content producers and consumers. Content consumers were
empowered with a technology to make perfect copies of digital content and distribute it around the world with virtually no
effort or cost. To stem indiscriminate copyright violation of intellectual property, technologists were pressured by content
producers to develop effective copy protection systems. This gave rise to a slew of digital rights management (DRM) systems
in the mid-1990s such as the IBM cryptolope, and the ambitious DigiBox technology by InterTrust, just to name a few
[28,30,31]. Many of these technologies were too rigid and restrictive to be accepted by consumers and hence failed to
achieve commercial success [17]. These technologies primarily acted as disabling mechanisms that substantially narrowed
the scope and capabilities of DRM. It is therefore necessary to reconsider the goals that DRM systems should aim to achieve
in order to enable seamless flow of content within networked environments, while addressing the interests of all the parties
involved in the digital content distribution chain.

While content providers desire robust secure systems, users favor open interoperable technologies and the freedom to
choose among different DRM services. These goals are diametrically opposed and produce a series of challenges for DRM sys-
tems. Technologies can interoperate only when well-defined standards are in place. In fact, the lack of standards in the DRM
space is a reason often offered by content distributors for not deploying DRM solutions [6]. Adoption of standards within an
open architecture has facilitated the growth of many complex systems such as personal computers, the Internet, and data-
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base management systems. Most current DRM systems are closed and do not interoperate with other DRM systems
[19,29,34,35]. A variety of standardization efforts associated with certain aspects of DRM have been recently initiated,
including the Open Mobile Alliance (OMA), Open Digital Rights Language (ODRL), MPEG-21, and the Coral Consortium
[3,22,23]. Still, these efforts and the field of DRM itself, are at an early stage of development, and therefore a viable open
DRM architecture has yet to emerge. In recent years, there has been success in the development of various technologies that
have served to advance the state-of-the-art in rights enforcement, rights expression, trust establishment and negotiation
mechanisms. Thus, the time is right to consider how these can be combined to create usable DRM frameworks.

There is a need for an open DRM framework that will provide a scaffolding upon which technologies in these areas can be
built and made to interoperate in order to support end-to-end solutions. Such an open framework must provide a skeletal
structure to separate out different areas within a system and define interface standards, making it possible for independent
development of technologies in those areas. Secure and trusted systems play a major role in rights enforcement. Effective-
ness of secure systems is ephemeral and newer systems must evolve as attacks become sophisticated. A DRM framework
must be flexible enough to withstand these changes. It must also define interface standards to allow interoperability of
DRM services with rights enforcement technologies. While defining such standards, it must be kept in mind that standard-
ization and innovation are often at cross purposes with each other. It is therefore important to select only those areas of DRM
for standardization which do not inhibit innovation.

In this paper, we define and analyze one particular partitioning of the functions of a DRM system that is based on a lay-
ered architectural framework. This framework has proved invaluable in the study of communication systems architectures
that have struggled with problems similar to the ones faced by DRM systems. Once such a framework is in place, it provides a
vocabulary and a coherent view of the various technologies used in DRM systems. Interoperability and openness are consid-
ered some of the biggest challenges faced by the DRM industry [29]. Such a DRM framework addresses these issues by pro-
viding a schema with respect to which analyses of different DRM functions, interfaces, boundaries, and interoperability
paradigms can be performed.

Rights expression languages (RELs) constitute the most important aspect of DRM systems. The expression capabilities and
the structure of these languages have a significant impact on the architecture and interoperability of DRM systems [26]. A
study of current RELs within the proposed layered framework reveals that they encompass functions far beyond expression
of rights. Such a ‘‘bloat” of RELs creates unnecessary dependencies among various DRM functions, which leads to limited
interoperability. This is one of the major reasons for the limited use of standard RELs in commercial DRM systems such
as the Windows Media DRM 10 and the Apple Fairplay. It is therefore necessary to refactor current RELs, which will allow
their seamless integration into DRM systems. In this paper we define the principles upon which the refactoring and simpli-
fication of RELs must take place to enable their integration in DRM systems.

The need for sophisticated trust management and rights translation mechanisms are additional factors that contribute to
the lack of interoperability in DRM systems [34,35]. Refactoring and simplification of RELs ‘‘liberates” these mechanisms
from their dependence on RELs and allows them to be implemented as common reusable middleware services. Such mid-
dleware services can facilitate rapid development of DRM services and make them interoperable with different content ren-
dering platforms. A layered framework allows us to define the functions that each of these middleware services must
incorporate and specify their interface with the rest of the system.

The focus and contributions of this paper are threefold. First, it defines an architectural framework that provides a coher-
ent view of the different technologies within a DRM system, which allows to reason about different aspects of DRM technol-
ogy. Second, using the proposed framework as a basis, this paper provides a comprehensive analysis of DRM interoperability
and the role of RELs. Finally, this paper provides guidelines for the development of middleware services for DRM and dem-
onstrates the implementation of a generic DRM platform referred to as IDEA based on the design principles we propose.

The remainder of the paper is structured as follows. Section 2 discusses the requirements of DRM systems and describes
in detail the layered architectural framework. Section 3 analyzes DRM interoperability and discusses the case study of inter-
operability provided by the Windows Media DRM 10 architecture by overlaying it on the proposed framework. Section 4
investigates the structure of current RELs and emphasizes the need for their refactoring. In Section 5, we consider the need
for middleware services in DRM, with a discussion of their responsibilities and location in the proposed framework.

In order to demonstrate how the solutions we propose for DRM interoperability and simplification of RELs can impact the
design of DRM architectures, in Section 6 we describe a prototype architecture that we refer to as the Indirect DRM Evalu-
ation Architecture (IDEA). IDEA provides just one possible embodiment of the design principles for DRM systems described
in this paper. Furthermore, it should be noted that IDEA makes use of existing infrastructures and exploits their features in
order to achieve these design goals. Finally in Section 7 we provide some concluding remarks.

2. A layered DRM framework

Complex systems are often divided into parts in order to reduce their complexity, and layering is a common technique for
accomplishing this division. In layering, the entire system is divided into abstraction layers, and the issue typically becomes
one of determining the services that each layer should provide to the layer above it [7,11,14]. The functioning of all the layers
together to achieve the purpose of the system then becomes independent of the way each layer is actually implemented.
When using this design approach, the actual implementation and algorithms used in a particular layer are hidden from
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the other layers. Furthermore, each layer has a well-defined interface to communicate with the layers above and below it.
Such a layering makes it possible for products from different vendors to interoperate. New services can be introduced at any
time when such well-defined interfaces are available, and each layer typically has a protocol or handshaking method that
allows it to interact with peer layers on different machines. A layered framework for designing DRM systems that exploits
these advantages is introduced in this section. We first define the design requirements of DRM systems in terms of standard-
ization, flexibility, openness and interoperability. This is followed by a description of the proposed layered DRM framework
that considers specific DRM responsibilities, and includes examples of each layer along with discussions of how the archi-
tecture addresses design requirements.

2.1. DRM requirements

Most digital content available today is managed by at best rudimentary DRM systems, if DRM is deployed at all. The issue
of what services should be provided by a DRM system was considered by the MPEG-21 Committee [23]. Their requirements
emphasize the need for interoperable DRM systems that will work universally. DRM systems should support seamless flow
of content in order to support the implementation of end-to-end content supply chains. DRM systems also need to support
different business models and are supposed to work across different types of devices supporting different license and trans-
port formats.

It is difficult to build a DRM system that can simultaneously satisfy all of these requirements. Even if such a system were
built, it would soon have to be changed to meet evolving needs and technology advances. For example, the rendering plat-
forms over which DRM systems are built will change, and new external devices will be developed that support evolving med-
ia formats. Furthermore, the DRM requirements themselves are not static, they are likely to evolve with the passage of time
in conjunction with changes in technology. For example, increasing broadband penetration will likely lead to the develop-
ment of new services. These are precisely the types of problems that layered systems have proved useful in mitigating. Lay-
ered systems with well-defined interfaces thus make sure that rapid changes in technology at one layer do not affect the
functioning of the other layers, as long as the interface standards are maintained. This ability has been remarkably demon-
strated by the layered network architecture of the Internet [14]. Thus, it appears that a layered DRM framework, which iden-
tifies and divides the different aspects of DRM, makes sense.

The major challenge associated with the design of a layered open DRM architectural framework lies in deciding which
areas need to be standardized and which areas should not be standardized so that interoperability, flexibility and space
for innovation are properly balanced. To develop such a layered framework, we must identify the parts that would likely
undergo change, along with the parts that probably should not change. The areas that are likely to change over a period
of time include services, mobile devices, secure platforms, and networking technologies, to name a few. The areas that would
possibly undergo minimal changes would constitute the basic requirements of a DRM system, such as rights expression and
trust establishment mechanisms. The goal is to encapsulate these parts within layers, and to provide well-defined interfaces
between the layers. Such well-defined interfaces will ensure that the internal working of different parts can be modified or
enhanced without disturbing the overall functionality of the system. Furthermore, this partitioning will ensure that vendors
can separately and independently develop technologies and services that address different parts of a DRM system. The result
is that additional vendors will be able to participate, which will lead to a competition that will ultimately benefit the end
users.

2.2. The DRM layers

Consider the client–server model associated with a typical DRM system, where a user on a client machine wishes to pur-
chase a piece of content, and the server side is responsible for delivering the content, along with its associated rights. There
are three basic DRM processes that must be supported within this framework. At the highest level, the client and the server
must agree on the terms of content usage, and this should depend on the degree of trust the server has for the rendering
platform. An intermediate level is concerned with how the rights are specified, as well as how they should be interpreted
in particular environments. At the lowest level, the concern is how the rights will be enforced on the client side. Thus, once
an application on the client side is able to understand the rights associated with a piece of content, it has the responsibility of
enforcing those rights. From the server’s perspective, it should not matter how this is accomplished. That is, the server side
only needs assurances that the client is able to enforce the rights and that the client will indeed enforce them, not the man-
ner in which this task is accomplished. In other words, to achieve desired levels of interoperability, independence of DRM
services and rights enforcement mechanisms is necessary. The key to allowing this desirable architectural property is the
rights expression and interpretation process, which we believe is the minimal requirement for any DRM system. Similar
to how the Internet Protocol (IP) provides a least common denominator to achieve independence of networking technologies
and networking services, RELs play a central role in determining the degree of independence between DRM services and
rights enforcement mechanisms.

We exploit the advantages of layered frameworks for modeling DRM systems to achieve flexibility and interoperability.
The proposed DRM framework recognizes three groups of layers, namely, the service layers, the middle layers and the
enforcement layers, representing the three DRM processes described earlier. The service layers constitute DRM services
which ensure seamless end-to-end flow of content. The middle layers represent rights expression and interpretation
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mechanisms, which provide a common platform over which services in the service layers are built. These layers ensure that
the intricacies of rights enforcement are buffered from the way DRM services are described. Finally, the enforcement layers
include license management and rights enforcement mechanisms, which ought to be developed independent of the DRM
service definitions. Each group consists of layers responsible for specific tasks. A detailed description of each of the layers
is provided next.

Before proceeding, it should be mentioned that it is possible to consider DRM from other architectural perspectives, e.g., a
service-oriented architecture or a broker-oriented architecture. The focus of this paper, however, is on the layered approach
which we describe in more details below.

2.2.1. Service layers
The DRM service layers are essentially layers that enable different business models and trust establishment mechanisms.

These services include deciding upon the type (i.e., resolution, format, etc.) of data that will be delivered, payment transac-
tions, rights negotiations, identification and authentication, encryption protocols, trust establishment with the user, and the
content rendering environment. The service layers are divided into at least two parts as shown in Fig. 1, an application layer
that supports custom-made services for applications depending on the requirements of the domain, and a negotiations layer
that implements generic DRM services required by most DRM applications. The central responsibilities of the application
layer and the negotiations layer are the implementation of business logic and trust establishment mechanisms as shown
in Fig. 2. Let us consider the functionality of these layers in more detail.

DRM systems find application in various domains such as movies, music, e-books, software, research documents and cor-
porate documents. The protocols for user identification, trading, distribution and payment mechanisms can be different for
each of these domains. In the proposed DRM framework the application layer supports protocols for these domains. For
example, some of the functions these protocols support include trading, superdistribution, and user identification.

The application layer uses services provided by the negotiations layer. The negotiations layer provides a choice of services
to the application layer for common services required by DRM systems. Interoperable DRM applications require an agree-
ment between the client (user) and server (content provider) over various factors such as terms of usage, assurance of rights
enforcement, and encryption mechanisms. Since most of the current DRM systems are closed, there is no need for such
agreements. In systems offering limited interoperability, these protocols are incorporated into an REL [8,9]. Incorporating
these functions into the RELs creates unnecessary dependencies between RELs and the agreement protocols, an issue that
deserves a detailed analysis, which is provided in Section 4.

File & license transfer

DRM business 
interactions

NEGOTIATIONS

APPLICATION

REI

APPLICATION

NEGOTIATIONS

REI

DRE UPPER

PHYSICAL

DRE LOWER

System-level
trust establishment

DRM Server DRM  Client

Fig. 1. The interactions between the client and server sides in a layered DRM framework. Dashed arrows correspond to inter-system communications,
while solid arrows correspond to intra-system communications.
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In the proposed DRM framework, the negotiations layer is in part responsible for managing interoperability. Some of the
responsibilities of the negotiations layer include trust establishment, rights negotiations and content security decisions. Pro-
tocols necessary to establish trust between a license server and rights enforcement mechanism on the client system are
implemented in this layer. Thus, assurances of rights enforcement on the client systems will be managed in the negotiations
layer. Such a trust mechanism for providing assurances allows a greater degree of separation between DRM services and
rights enforcement mechanisms, which is a necessity for achieving flexibility and interoperability.

DRM is being increasingly viewed as an agreement of usage terms between the content provider and the user [8,9]. Pro-
tocols to negotiate rights agreements based on quality of content, capabilities of rights enforcement, value of content, price,
etc. are implemented in the negotiations layer. Existing negotiation protocols supported by FIPA can be developed for this
purpose [10]. Finally, agreement on security protocols such as encryption, watermarking, and key exchange mechanisms will
be handled in this layer.

Services in the service layers are built upon the functions provided by the middle layers, which deal with rights expres-
sion and rights interpretation. The middle layers thus assure the service layers that rights are correctly expressed by the ser-
ver and interpreted in the content rendering environment. Let us now consider these middle layers in more detail.

2.2.2. Middle layers
Although the services provided in the negotiations layer are important for practical reasons, they are not truly essential in

every DRM scenario. In an extreme hypothetical case, where a content provider trusts all of its users, even rights enforce-
ment mechanisms can be done away with. However, in any DRM scenario, it is the essential minimal requirement that
the content provider be able to express rights associated with content, and the user or user’s system is capable of correctly
interpreting these rights. This requirement is central to the very idea of rights management and will hold irrespective of the
technology of the day.

The middle layers constitute the rights expression and interpretation layer as shown in Fig. 1. The expression of copyright
agreement in a form that is machine interpretable and actionable is an essential requirement of DRM systems. RELs provide a
well-defined formal machine-readable format for achieving this goal. Machine-readable RELs aim to reduce ambiguity of
rights statements. However, it is possible to interpret a rights statement differently in different environments (e.g., the right
to ‘‘use” a document may mean ‘‘print” in one environment, whereas it may mean ‘‘display on a monitor” in a different one).
Therefore, correct interpretation of rights statements is an essential requirement in DRM systems.

Negotiations layer processes use the functions of rights expression and interpretation (REI) to develop complex services
on the top of the basic functions of DRM. In addition, the middle layers pass on the correct interpretation of rights to rights
enforcement mechanisms on users’ machines. The middle layers thus buffer the intricacies of license management and rights
enforcement from DRM services. This independence is necessary for interoperability between DRM systems and indepen-
dent development of DRM services and rights enforcement mechanisms. In Section 4 we will provide a more detailed
description of the principles on which RELs must be structured. First, however, we will describe the enforcement layers.

2.2.3. Enforcement layers
Rights enforcement mechanisms function at various levels on a rendering platform, and can be broadly divided into the

digital rights enforcement (DRE) upper layer and the DRE lower layer. The processes in the DRE upper layer operate at a high-
er level of ‘‘cognition” in terms of rights enforcement than the processes operating in the DRE lower. For instance, processes
in the DRE upper layer are involved in such matters as license management, usage tracking, and content encryption-key
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RIGHTS EXPRESSION
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DRE LOWER

Buiness Logic

Trust Management,
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Illegal Memory Access Cntrl.
Device Driver Authentication

Device Hardware
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Fig. 2. An overview of each layer (left), along with its responsibilities (middle), and an example from current systems (right).
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handling. The DRE lower layer, on the other hand, is associated with the basic mechanisms necessary to enforce prevention
of unauthorized access, and therefore includes technologies such as trusted computing platforms, secure storages, and tam-
per-proof clocks.

The DRE lower layer operates at a minimal level of cognition with respect to rights understanding. The responsibility of
this layer is to prevent any low-level ‘‘illegal” access to DRM programs, and as such this layer must work closely with the
underlying operating system and hardware. For example, this layer is responsible for authenticating device drivers associ-
ated with rendering on the client machine. The goal is to monitor malicious programs and prevent any illegal memory acces-
ses. A well-known application that fits in the DRE lower layer is the so-called secure container. Within a secure container,
content will only be decrypted on a client machine if certain security conditions can be met. Furthermore, during the time
the content is rendered for viewing, the client machine is prevented from saving or otherwise copying the content. The
Trusted Computing Group (TCG) and the Next-Generation Secure Computing Base (NGSCB) are the examples of initiatives
dealing with technologies at this level. Microsoft’s Palladium architecture, that has apparently been abandoned, is another
example of a technology that fits in the DRE lower layer. Palladium provided a trusted computing environment that was in-
tended to be resistant to malicious codes and software attacks that include illegal memory accesses [12].

Since the DRE upper layer works at a higher level of cognition, it must understand rights statements and make decisions
about user actions as being ‘‘allowed” or ‘‘not allowed”. This also means keeping a track of user actions, a requirement in
certain DRM applications. Other responsibilities of this layer include license management mechanisms and usage tracking.

2.2.4. Physical layer
Finally, at the very bottom of the layered architectural framework, we have the physical layer, representing the actual

hardware of the system. This hardware will change depending upon the rendering platform, which can range from a very
simple device such as a music player to a powerful computing machine. In addition, we should expect rapid evolution of
hardware capabilities over time.

3. DRM interoperability

It seems that everyone has a notion of what interoperability means, which generally revolves around the idea of ‘‘things”
working together. A slightly more formal definition related to technology is: ‘‘The ability of one technology to interact with
another technology in order to implement some useful functionality”. A number of recent papers have provided interesting
solutions addressing interoperability at this level [29,34,35]. Most of these approaches are along process lines as will be de-
scribed below. The proposed layered framework, however, allows us to analyze interoperability in DRM systems at a more
fine-grained level. A detailed description of this analysis is provided later in this section, and is followed by a case study
describing the interoperability provided by Windows Media DRM 10 from the perspective of a layered architecture.

3.1. Interoperability approaches

Koenen et al. proposed three ways to approach interoperability in DRM systems [29]. The first of these is full format inter-
operability in which all participants use the same predetermined data representation, encoding, protection scheme, trust, key
management, and other such interchange representations. The next level they proposed was connected interoperability in
which on-line intermediaries exist for the purpose of transforming the functionality provided by a DRM regime so that it
can be used in a different DRM regime. The final level considered is configuration-driven interoperability where consumers’
devices can dynamically configure themselves in order to accommodate new formats and protocols.

Full format interoperability tends to create rigid designs and conflicts with the principle of ‘‘design for choice” [7,15]. The
idea of connected interoperability was further expanded by a number of authors who proposed translation architectures to
achieve interoperability in DRM [34,35]. The central tasks identified for translation architectures were content and rights re-
formatting, data management, condition evaluation, and dynamic state evaluation. Some of the most recent initiatives for
addressing DRM interoperability are the Coral consortium and the Marlin initiative [4,16].

The Coral consortium’s approach in addressing DRM interoperability follows the same approach in which DRM regimes
are made to interoperate with each other by means of translation services developed around them [16]. This approach en-
sures that existing closed content distribution channels and DRM solutions are required to undergo minimal changes. For
example, Coral creates domain management and rights management infrastructure around existing systems which must
conform to the Coral protocols. The rights management infrastructure issues ‘‘rights tokens” from which licenses are created
by existing DRM systems. Thus, instead of translation between licenses, licenses are generated by different systems from a
common rights token issued by Coral. Similarly, interoperability among different devices is managed by the creation of an
authorized domain infrastructure. Marlin similarly manages authorized domains out of logical entities or principals namely
devices, domains, users, and subscriptions. Interoperability among devices is thus achieved by authorized domains. Marlin
achieves interoperability with OMA DRM via protocol translation gateways [4].

A common thread in the aforementioned lines of research is that they attack DRM interoperability along process lines.
The central aim of this approach is to enable one DRM regime to interoperate with another. In this kind of approach,
DRM use-cases are identified and they are analyzed with interoperability in mind. Quite often the solution makes use of
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intermediaries or translation services in order to move content and licenses from one DRM regime to another. Certainly this
type of analysis is beneficial; however, so far it appears to be most useful in the study of macro-scale DRM interoperability.
As an analogy, this is similar to studying how one might execute programs from one computing environment, call it X, in a
completely different computing environment, say Y. This can be accomplished by constructing a ‘‘virtual machine” for X that
runs on Y.

In our approach, we study interoperability within an open architecture, where different components of a DRM system
interoperate with each other [25]. This is more along the lines of an ‘‘open PC” architecture, where different components
interoperate via standard interfaces. Partitioning DRM functionality along architectural lines produces an alternative view
that leads to new insights in the analysis of DRM interoperability. Furthermore, it should be noted that procedure-oriented
and architecture-oriented views are synergistic—they simply provide different views of DRM.

3.2. Open DRM architecture interoperability

From the perspective of an open architecture, DRM interoperability refers to the ‘‘ability to use a technology developed by
one party, with DRM technologies developed by other parties via well accepted interfaces”. It should be possible to make
hardware platforms, negotiation mechanisms, license management systems, encryption systems, etc. developed by different
vendors, work together to form a complete DRM system. A layered framework discussed in Section 2 helps analyze the chal-
lenges involved in achieving this goal. Also, it allows us to study the impact of achieving different degrees of interoperability
on other parts of the system.

An ideal case of interoperability exists when each of the layers discussed earlier interoperates with the layer above it and
the layer below it. While this is a difficult goal to achieve, the most practical goal is to make different DRM services inter-
operable with various rights enforcement mechanisms. The following discussion analyzes the potential evolution path for
different levels of interoperability and the issues to be addressed in each case.

3.2.1. Physical layer interoperability
Consider first the case of making the physical layer interoperable, as shown in Fig. 3. In this figure, the layer that is free for

innovation is shown in white, and we also note the intra- and inter-system communications that would need to be standard-
ized in order for the layer to be made interoperable. In the case of Fig. 3, a DRM system would be able to include different
rendering devices, as long as they conformed to the interface with the rights enforcement technologies provided in the DRE
lower layer. That is, the hardware will need to be able to directly support the hooks provided to allow for authentication of
device drivers, integration with secure containers, and other device driver and kernel-level technologies. This corresponds to
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Fig. 3. The communications within a layered framework that are necessary to achieve a low-level of interoperability at the physical layer.
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the solid arrow shown in the figure, and standardization of these hooks (or at least readily available documentation in the
case of widely used operating systems) will be essential to support easy interoperability of rendering devices

The ability to make hardware interact with different operating systems through the use of operating system-specific de-
vice drivers is very common today, and generally the device driver is provided by the same manufacturer that developed the
hardware. From a DRM perspective, this situation can still be supported, but the security demands on the device driver must
become more rigorous. Because the establishment of trust between the hardware and the rest of the DRM system is now
made explicit, we thus show inter-system communications between peer negotiations layers as something that needs to
be standardized. The purpose of this interface is to allow the server side to make inquires about the capabilities of the hard-
ware, including the type and level of security it can provide. This can be used to allow the server side to dynamically deter-
mine the level of trust that it has in a particular client, and then make decisions about the type of content that will be
supplied. To achieve interoperability at the physical layer, expression and authentication of capabilities of device hardware
via certification is necessary. This will in turn have effect on the negotiations layer where standardization and implementa-
tion of these protocols will take place as shown in Fig. 3.

Thus, we see that by freeing up space for innovation in the physical layer, interoperability protocols at two different inter-
faces in the overall DRM architecture need to be established. Nevertheless, this appears to be one of the most immediate
ways to start providing interoperability. The degree of interoperability is low, but it is relatively easy to achieve since the
issue of data handling does not arise. The next two levels of interoperability that we will discuss are more difficult to achieve,
mainly because data handling becomes an issue, but they offer a higher degree of interoperability. In addition, it seems that
they should arise naturally as a progression from the low-level form of interoperability.

3.2.2. DRE lower layer interoperability
Specifically, consider next the challenges to interoperability provided by freeing the DRE lower layer for innovation, as

shown in Fig. 4. Notice that we also show the physical layer as being free for innovation.
The DRE lower layer includes low-level rights enforcement functions implemented in the operating system of the device.

This level of interoperability means that a user is free to use the operating system and device of his choice to render content
from different service providers. It also means that operating system or DRM vendors are free to implement innovative rights
enforcement technologies at the DRE lower layer. One such example is the secure audio path (SAP), which includes kernel-
level authentication of all the components in the path to the sound card [2]. Let us now consider the issues associated with
making the DRE lower and physical layers interoperable with rest of the system, which are, compatibility, security and stan-
dardization of interface.
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Fig. 4. An intermediate degree of interoperability achieved at the DRE lower layer.
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First there are compatibility issues. If interoperability is to be achieved at the operating system level, there should be
standardization in the way content is handled. Fig. 4 shows the use of transport format translators operating at the REI Layer.
Transport format compatibility methods include mechanisms by which compatibility in transport (i.e., file) formats is
achieved between the sever and the client. This is related to the notions of full format and connected interoperability as sug-
gested by Koenen et al. [29].

Security is another issue that must be addressed. Ideally the DRM server would be able to query the client in order to
determine the security of its operating system. Thus, there should be mechanisms by which the DRM server can verify if
the client system satisfies certain security requirements. Protocols dealing with establishment of this type of system-level
trust between the DRM server and the DRM client are implemented in the negotiations layer, as shown in Fig. 4.

Finally, there needs to be standardization in the interface provided by the operating system to the DRM vendors’ rights
enforcement technologies. If these standards are well defined, then operating system vendors can follow them to make their
system interoperate with the products of respective DRM vendors. For example, to provide interoperability at the operating
system level, Windows Media DRM 10 for devices requires that the operating system running on a device implement func-
tions to perform standard file I/O calls. These standards are shown as intra-system interoperability protocols between the
DRE upper layer and DRE lower layer in Fig. 4.

3.2.3. DRE upper layer interoperability
The next level of interoperability we consider is at the DRE upper layer, as shown in Fig. 5. This is the high-level type of

interoperability that is often envisioned when people use the term ‘‘interoperability” with respect to DRM. Interoperability at
this level means that rights enforcement technologies can be developed independently. In this case, the free space created
includes the rights enforcement mechanisms in the device and operating system, as well as higher level DRM mechanisms
such as license management. This means that developers of these technologies can independently develop their products as
long as they conform to the standards at the interface points.

To achieve interoperability at the DRE upper layer, license management mechanisms, security protocols, license formats,
etc. need to be made interoperable. Many of these areas are well researched, for example technologists have an extensive
knowledge of security protocols and encryption mechanisms, and standard protocols and interfaces are well developed in
other domains which use these technologies. Therefore, it should not be too difficult to achieve interoperability in DRM with
these mechanisms. However, most of the current RELs include these features within the language. While such an approach
can be desirable in closed systems, it is detrimental to the development of interoperable DRM systems. Most of the current
RELs include features beyond rights expression and spill over in to the negotiations layer and DRE upper layer. Inclusion of
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these features within RELs creates unnecessary dependencies of these mechanisms on the language. The problems in the
architecture of the current RELs and its effect on interoperability are discussed in the next section.

3.3. Interoperability case study

Currently, interoperability provided by the Windows Media DRM 10 for devices is at the device operating system level.
This means that Windows Media DRM 10 for portable devices can interoperate with any device running any operating sys-
tem. Hence, Windows Media DRM 10 provides interoperability at the DRE Lower Layer.

It is important to consider what levels and what form of standardization is required by Windows Media DRM 10 to offer
interoperability at the DRE lower layer. Broadly speaking, device and operating system manufacturers must conform to the
standards specified by Microsoft, and there must be a mechanism by which Microsoft verifies this. In addition, there must be
a well-defined standard interface at the operating system level. Let us discuss how the compatibility, security, and trust
management goals are achieved in the current Microsoft DRM setting.

To support transport compatibility, the device operating system must support the ASF file format. There is no need for
license format compatibility because the licenses are managed by the software provided by Microsoft itself. Another require-
ment of interoperability is the trust with content rendering devices. To achieve this, Microsoft defines five security levels for
rendering devices in order to play content with varying levels of rights. Each rights level is associated with a security level
that a device must conform to in order to exercise the corresponding right. In order to support time-bound licenses, devices
must have a secure clock. These are the security and compatibility requirements that devices must satisfy in order to use
content protected with Microsoft Windows Media DRM 10 technology.

As mentioned earlier, the creation of an independent space at the physical layer and the DRE lower layer affects other
parts of the system in terms of the standards and protocols defined over the boundary of this space. The first requirement
is that of a mechanism by which the license server is able to verify that the rendering device does indeed satisfy the security
and compatibility requirements. Microsoft achieves this by requiring the device to have an XML certificate digitally signed by
Microsoft. Whenever a license is issued, the Windows Media License Server requests a Microsoft-signed XML certificate for
the device. Similarly, before giving a time-bound license to a device, the server ensures that the device has a tamper-proof
clock. The request for a certificate and its verification constitute a process of establishing system-level trust with the user’s
system and these protocols are implemented in the negotiations layer of the proposed architectural framework. These are
the inter-system interoperability protocols are shown in Fig. 3. Thus it can be seen that making the physical layer indepen-
dent imposes a requirement of introducing a certificate verification protocol at the negotiations layer.

To make different devices and their operating systems work with the Windows Media for DRM 10 Porting Kit, it is nec-
essary to standardize the way the porting kit interacts with the operating system. Microsoft achieves this by specifying soft-
ware requirements for the operating systems. They require the device’s operating system to implement functions to perform
standard file I/O calls such as close file, read file, write file, set file pointer, etc. These functions are called by the Microsoft
DRM 10 for Portable Devices functions. These standards actually represent the intra-system interoperability protocols shown
in Fig. 4. Thus, to make the DRE lower layer independent, standard interfaces must be defined at its boundaries with adjacent
layers. In this case, the physical layer (device) and the DRE lower layer (device operating system) as a whole are made to
interoperate with rest of the system. Standards are therefore introduced at the boundary between the DRE upper layer,
where the Microsoft DRM 10 for Portable Devices license management system operates, and the DRE lower layer, where
the device operating system resides.

We have looked at how Microsoft offers interoperability at the device and operating system levels with respect to DRM.
Even though the Microsoft Media Rights Management specification is flow based, it is possible to overlay it onto a layered
framework. One advantage of thinking about DRM from the perspective of a layered system is that it helps to provide a
‘‘vocabulary” for talking about DRM systems, as we have just demonstrated. Furthermore, we have seen that it is possible
to separate certain DRM functionalities in order to make them interoperable, and then study the implications on other layers.
This section provided one such detailed study. In the next section we study the structure and boundaries of RELs which play
a significant role in the degree of interoperability achieved by DRM systems.

4. Rights expression languages

Over the past several years, a number of RELs have been developed, with the extensible rights markup language (XrML)
[39] and the open digital rights language (ODRL) [22] becoming the most popular. Recently, XrML was adopted as the stan-
dard REL for inclusion in the MPEG-21 standard [24], and ODRL was accepted by the OMA as the standard REL for mobile
content [3,22]. Nevertheless, these RELs have not been extensively used in applications, despite the fact that many busi-
nesses suffer from problems that could be solved using appropriate DRM technologies. For instance Apple and Microsoft
have created their own lightweight DRM technologies, iTunes and Windows Media DRM 10, respectively, that do not make
use of any commercially available REL. At the very least, from an interoperability perspective, there would be some advan-
tage to users if a simple standardized REL were used by both of these systems.

Both XrML and ODRL are much more than RELs, as they handle many additional aspects of rights management. For this
reason, it may be more appropriate to refer to them as DRM languages. Furthermore, the comprehensive nature of these lan-
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guages makes them difficult to analyze and hard to use in practice. The shortcomings of such an approach with respect to
interoperability and design of modular DRM systems are studied later in this section. This is followed by contrasting the
advantages and disadvantages of a use-case based approach and an architectural approach in designing RELs.

It is necessary to define abstractions that logically partition the DRM functionalities provided by these languages into
more manageable pieces. This would provide system developers with the ability to more easily incorporate DRM technolo-
gies into their designs. To enable this approach, a set of design principles for RELs is provided later in this section. Confor-
mance to these principles by RELs will facilitate easy integration of these languages into different DRM solutions. A change is
this direction is already seen with some major structural changes brought about in the design of ODRL V2.0, which is dis-
cussed at the end.

4.1. History of RELs

The precursors to current RELs were developed in the early 1990s. In 1994, Kahn proposed an electronic rights manage-
ment system that included automated copyright registration and recordation, along with a transactional framework for on-
line clearance of rights [27]. Also in 1994, a patent was filed for DRM technology developed at Xerox PARC [36]. This included
the description of a ‘‘usage rights grammar” that was subsequently implemented in LISP and called the digital rights property
language (DRPL). Through an evolutionary process DPRL became XrML which was later adopted by MPEG-21 with certain
modifications.

A similar evolution took place with respect to ODRL. Iannella introduced ODRL in 2000 out of concern for the closed ap-
proaches that were being used for DRM [22]. In 2002, an OMA REL, based on ODRL 1.1, was proposed and called the OMA
DRM 1.0 Enabler Release. By 2004, OMA released the OMA DRM 2.0 Enabler Release working drafts that addressed expanded
device capabilities, improved support for audio/video rendering, streaming content, and access to protected content using
multiple devices.

What we have witnessed in the evolution of these RELs is an increase in their complexity over time. This was driven by
the desire for these languages to have the capabilities needed to handle a large range of possible DRM scenarios. The goal was
to make them highly flexible so that they could support a wide variety of business models. Thus, over time, new rights sce-
narios were described, and if a particular REL could not implement the scenario, then new tags or entire extensions were
added to the language. Indeed, recently we have seen a number of papers where a particular DRM-related problem is de-
scribed, the difficulty of solving the problem using current RELs is noted, and a solution is proposed that invariably increases
the complexity of the resulting REL [9,13]. There are two ways to address the shortcomings in RELs. One way is to increase
the functionality of the REL itself and the other approach is to address them through external mechanisms [26]. The former
will increase the complexity of the REL itself, while the latter does not.

Reconsideration of what capabilities an REL should provide is necessary in the wake of recent developments. Specifically,
the current pattern of development in RELs reflects a phenomenon where one language, such as XrML, is faulted because it
cannot implement some particular DRM scenario, and a new language or extension is proposed that does have the desired
capabilities.

The result is ‘‘language bloat”, and a situation where RELs by themselves can implement ever more complicated DRM sce-
narios. Although this trend may have its benefits in allowing heavyweight DRM solutions to be constructed, the flip side is
that it makes simple lightweight DRM applications incorporate more features than may be necessary for their purposes.

RELs should focus on rights expression, allowing a simple REL core to be defined. Such a core for rights expression is sim-
ilar in spirit to the simple tuple calculus for query specification at the core of database management systems. This simplicity
has a number of benefits, including greatly facilitating interoperability and the ability to conduct mathematical analyses. Be-
fore discussing these issues in more detail, it is first necessary to provide a brief overview of existing REL architectures.

4.2. Existing REL architectures

Generally, design documents associated with RELs state that the main purpose of an REL is to express rights in an unam-
biguous and machine-readable manner. However, supplementary to this basic goal, a number of additional requirements for
RELs are often specified. For example, the requirements for the MPEG-21 RDD and REL include the ability to support various
business models, the authentication and verification of rights expressions, extensibility, configuration permissions that allow
content to be added or removed from repositories, just to name a few. Thus, the range of functionality is extensive. In order
to more fully understand this scope, let us consider specific REL implementations.

XrML and ODRL both provide a core language based on extensible markup language (XML) that can be easily supple-
mented with extensions as required by a particular application area. Fig. 6 uses a Venn diagram to show the relationships
between the various parts of XrML. The language consists of a core schema containing the most basic semantics, a standard
extension containing broadly applicable DRM concepts, and content specific extensions related to particular content types or
businesses. A similar arrangement occurs in ODRL.

The core of XrML is built around the following basic use-case scenario:

A license is issued by an issuer which consists of a grant of a particular right to a principal over some resource under some
conditions.
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Any DRM use-case, having this basic use-case as its root, can be effectively expressed in the language by using extensions
if necessary. Users can define their own extensions using XML schema and namespace mechanisms. In addition to the
expression of rights, XrML incorporates other features such as specifying the location of content, supplementary information
regarding principals, the algorithm used for encrypting resources, the key required to decrypt the resource, etc. The inclusion
of these features extends the scope of XrML far beyond rights expression and into the realm of rights management. The
structure of XrML and the relationship among different XrML schema are shown in Fig. 6.

The features we have just mentioned, along with many others contained in XrML, appear to exist in order to satisfy cer-
tain DRM usage scenarios and protocols. Indeed, the incorporation of the term ‘‘license” at the heart of the XrML language
suggests DRM concepts well beyond the expression of rights. Thus, the principles that have guided design decisions for these
languages seem to be primarily focused on the end-to-end functionality that should be provided, with less consideration gi-
ven to the logical design of the overall system architecture. Therefore, although XrML and ODRL do a good job of satisfying
end-to-end functional DRM requirements, they do this in such a way that they cross many of the boundaries that should
exist between DRM system components. That is, no clear boundaries are provided between important DRM functionalities
such as rights expression, rights interpretation, negotiations, etc. Furthermore, in order to support new DRM use-cases re-
lated to particular content types, the language must be continually expanded through extensions.

In software engineering the term refactoring is used to describe the process of changing the structure and/or design of
existing code in order to improve its understandability, internal consistency, performance, etc. We believe that a refactoring
of RELs may prove useful, particularly if it involves a partitioning of the language into more manageable pieces.

4.3. Problems with current RELs

Once again, we believe the central problem that exists with respect to the use of RELs concerns their complexity, and the
fact that manageable abstractions have not been created that enable developers to deal with this complexity. The partition-
ing of functionality along the lines of what has been described in Section 2 is one way of packaging this complexity into more
manageable pieces. In any event, it is useful to refer to the layered architecture in Section 2 when discussing the current
problems associated with RELs.

4.3.1. Current shortcomings
The first problem we note with current RELs is the difficulty of reuse. In particular, because the extensions in current RELs

are content-based, rather than functionality-based, reuse is difficult. This is because in these languages DRM functions such
as trust management, authentication, encryption, or negotiation services are not completely separable from the language, as
we believe they should be. Thus the ‘‘units” of reuse provided by XrML, i.e., the core schema, the standard extension, and
content specific extensions, are too coarse and cut across too many areas of functionality. Reuse becomes more natural if
it is based on smaller units of DRM functionality such as authentication or encryption, rather than the end-to-end function-
ality described in a large use-case. For instance, not all e-book companies may require the same functionality in order to con-
duct their businesses. This makes it difficult to design a single content-based extension that can satisfy the needs of all
businesses in this industry. On the other hand, even companies having vastly different businesses may find it useful to
use a specific DRM functionality, e.g., authentication, negotiation services, etc., particularly if it can be easily integrated into
their existing infrastructures.

The problem we have just discussed may stem from the fact that the architecture of current RELs appear to have been
derived from use-case scenarios. Typically, use-cases are used in the design of software-intensive applications for the pur-
pose of eliciting requirements. Hence, use-cases tend to capture end-to-end functional requirements in a DRM environment;
however, they are unable to express system-theoretic properties such as reusability, portability, and interchangeability. An
important consideration in the creation of current RELs appears to have been the ability to handle the largest possible range
of DRM scenarios. Furthermore, the extensible nature of these languages enables them to incorporate ever more complex
DRM scenarios as they are derived.

4.3.2. A use-case based approach
An analogy using a system more familiar to us may help us to understand the difficulties a use-case based approach leads

to. Specifically, consider the design of a database management system architecture from the perspective of only the function-
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ality it will provide. The core of any database management system is a database along with a set of associated queries. Typ-
ically, database management systems include a query language over which different database management protocols are
implemented. If we think of database management systems along use-case lines, their use involves the process by which
a user queries the system, and the result of the query is displayed back to the user, or changes are made to the database
accordingly. In addition, the complete process of using a database management system involves not only the query to the
database, but other functions such as identifying and authenticating users, security, desired display properties of query re-
sults, and provisions for operating on these results. A markup language along the lines of XrML can be developed for database
management systems which captures all of the important scenarios and protocols involved in database management sys-
tems. Such a language will include tags for user authentication, tags for information about desired display properties, infor-
mation about the encryption method used in the case of secure systems, and also provisions for including decryption keys.
Such a language must then be continually expanded in order to include different database management scenarios that may
arise.

Database management systems, however, have not been designed in the manner we have just described. Rather, the func-
tionality we have described for them is typically organized according to a well-known layered design pattern for database
managements systems that consists of a presentation layer, an application logic layer, a domain layer, and finally the data-
base layer. In the case of relational databases, at the core of the system is a simple tuple calculus whose capabilities have
been rigorously analyzed. Because of the simplicity of this tuple calculus, researchers have been able to build a user-friendly
structured query language (SQL) on top of it. With this language at the core, protocols in database management systems are
easily implemented around it. Thus the protocols can be expanded according to the requirement of the application, whereas
the core query language remains more or less the same. A similar capability should be developed for DRM. Specifically, an
REL corresponding to a simple logic should be developed, and on top of this foundation, more sophisticated DRM capabilities
should be built.

4.3.3. Architectural approach
The analogy described earlier suggests a refactoring of DRM systems is needed using some architectural framework, such

as the one described in Section 2, as a guide. In the previous section we noted that the language components of ODRL and
XrML reside across three different layers in this layered framework. Thus, the language used for the expression of rights, as
well as the much of the data required for protocols and management mechanisms are combined. This situation is depicted in
Fig. 7. In this figure, we show a number of protocols that make use of language components within the REL in order to com-
plete their tasks. That is, the semantics of the protocols are merged into the REL, and it therefore becomes extremely difficult
to change these protocols as it requires changing the REL itself.

Let us contrast this with a different architectural approach. The layered framework suggests a partitioning in which the
semantics of the protocols are completely separated from the REL, as shown in Fig. 8.

With this implementation, it is easy to see that rights-based protocols may be changed and new ones introduced without
affecting the core REL. Indeed, with this separation, it would be possible for a new rights-based business to redefine the core
REL in order to use a new rights model. The key point is that with the architecture shown in Fig. 8, existing DRM services can
be packaged so that they can immediately use the new rights model.

In fact, based on this discussion, the arrangement shown in Fig. 8 supports the development of middleware services for
DRM, a situation that is discussed later in the paper.

4.4. REL design principles

Based on the discussions in the previous sections detailing the problems with current RELs, it makes sense to recommend
the following set of design principles related to RELs and DRM services. Adherence to these principles will lead to DRM sys-
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tems that are easier to design and use, and will facilitate the creation of more complicated DRM systems through the com-
position of middleware services from disparate vendors.

The core rights expression language must be simple and contain only the rights model with the flexibility of expressing
various forms of rights. The rights model must be minimal consisting of the rights and obligations (i.e., activities), the con-
straints within which the right can be exercised, and the environment over which the rights are given and the constraints
operate. Thus, the core REL should not specify how rights should be created, authenticated, communicated, audited, en-
forced, etc. This also means that RELs should not be responsible for maintenance of the state of enforcement of the rights,
in other words RELs must be stateless. This follows from the fact that pure rights expression does not require the ability
to understand or recognize the current state associated with the license which expresses the rights. For example, certain
RELs allow the state (e.g., number of times the a song is played) to be modified within the rights expression [13]. Once infor-
mation about the state of these entities is required or used, we have moved beyond rights expression into the realm of rights
management. In this case, the functionality should be handled at layers other than the REI layer in the DRM protocol stack.
Maintenance of state within the language will create unnecessary dependencies between rights expression and rights
enforcement, which works against interoperability.

Next, the core REL must be language neutral. This suggests that the core REL should be thought of as something that exists
independent of a particular implementation language. Because rights are much less transient than technology, their expres-
sion should not be tied to any language. Ideally, the core REL is specified entirely in terms of a mathematical system of logic,
and can be translated into particular programming languages as needed. We have seen attempts to work backwards in order
to discover the logic structure of ODRL and XrML [18,32]. This reveals a highly complex structure that is extremely difficult to
understand let alone reason about. There have recently been efforts to formalize RELs using different formal methods such as
predicate logic, z-language specification, algebraic specification, and trace based approaches [13,21,38]. It makes more sense
to start from a simple logical framework, have well-defined boundaries of RELs, and work forwards from it in order to dis-
cover what can and cannot be achieved within the framework. Once again, this is similar to what has been done with rela-
tional databases.

REL primitives, and DRM services in general, should refer generically to the services they use. This recommendation deals
with DRM services, and the fact that we should avoid entangling them within other services or RELs. In particular, this rec-
ommendation deals with the fact that RELs and DRM services should not refer to particular implementations of the services
they need to use. As an example, an authentication service should not ‘‘hardcode” a particular encryption service, but should
instead parameterize this choice. Similarly, a particular negotiations protocol should not appear ‘‘hardcoded” into an REL or
DRM service. We should also guard against the problem of pieces of a service slipping into the REL because they seem impor-
tant. For instance, MD5 message digests and RSA key pairs should have no place in the REL, and indeed should only appear as
part of some particular DRM service, not as standalone entities in a DRM system. Following these recommendation leads to
the creation of services that can be easily changed or updated without invalidating the things that use them. This enhances
reusability and changeability, and increases the possibilities for interoperability.

The final two recommendations deal with how and why rights management mechanisms must be separated from REL
expressions. Though these recommendations do not directly deal with REL, they are specified here because most of the cur-
rent RELs include these as a part of the language. The encapsulation of operations and data, along with well-defined inter-
faces is a correct architectural approach for the development of modular, distributed, and interoperable DRM systems.
Specifically, a DRM service should only know what it absolutely needs to know in order to complete its task. For example,
high-level license management mechanisms that deal with license acquisition, authentication and encryption need not
understand the semantics of rights. This requirement necessitates a clear separation of the semantics of different DRM ser-
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vices, which leads to the last requirement. Specifically, a particular DRM service defines and understands the semantics of
only the data required for its implementation. Such a service then provides an interface to other services that wish to use it.
For example, an encryption service understands the semantics of the protocols and keys, however, it does not need to under-
stand the meaning of the data that is being encrypted and therefore simply treats the data as a payload. In the end, this al-
lows complex compositions of various DRM services to be more easily created. The identification of a simple core REL is the
first step in this direction, as the separation of the semantics associated with different DRM services is impossible given the
scope of current RELs. The recommendations can be summed up as follows:

(i) The core REL should only contain the rights model.
(ii) The core REL should be stateless.

(iii) The core REL should be language neutral.
(iv) REL primitives, and DRM services in general, should refer generically to the services they use.
(v) A DRM service should only know what it absolutely needs to know in order to complete its task.

(vi) A DRM service should encapsulate the operations it performs, along with the data used by these operations.

4.5. ODRL V2.0

The design of ODRL has shown a significant shift from versions 1.0 to 2.0, with many of the rights management functions
separated out from the core profile. Given that ODRL is an open standard which will be adopted by different vendors, such a
refactoring of the model is a natural response to the requirements of the industry. For example, core components of ODRL
version 2.0 mainly focus on party, rights, duty, assets and constraints. Many rights management functions such as agree-
ment, revoke, offer and rights holder, which formed a part of the ODRL version 1.0 foundation model are left out of the core
profile in ODRL version 2.0. These changes are consistent with the design principles of RELs mentioned earlier.

Refactoring of RELs based on the principles discussed above can greatly influence the architecture of DRM system, espe-
cially, it enables the separation and packaging of DRM services independent of RELs. Once DRM services are developed inde-
pendently, reuse of these services across different DRM systems is possible. Identification of such common DRM functions
and their implementation as middleware services is discussed in the next section.

5. DRM services

The complex nature of RELs made it impossible to factor out common DRM services, which can potentially be reused by
different DRM systems. Many of the DRM functions such as trust management, rights translation mechanisms, usage track-
ing, etc., are complex, distributed in nature, and common essential requirements for DRM systems to interoperate in an open
environment. Refactoring of RELs enable ‘‘liberation” of these functions from their dependencies on RELs. Once these services
are developed in an independent manner, it is possible to improvise by enabling their reuse by different DRM systems. Mid-
dleware services particularly aim to address this issue. In this section, we make a case for development of middleware ser-
vices for DRM and identify different DRM functions that are ideal candidates for this role.

5.1. A case for DRM middleware services

Middleware can be viewed as a reusable expandable set of services and functions that are commonly needed by many
applications to function well in a networked environment [5]. Middleware services have seen an evolution from very simple
to quite complex. Simpler middleware services created during the initial stages of network evolution have now become a
part of the networking infrastructure itself [5]. As applications evolve in their complexity, the nature of their need for mid-
dleware services becomes increasingly complex. We have seen this trend from basic middleware services like the domain
name service (DNS) to the development of more complex services like the public key infrastructure (PKI).

The digital content distribution industry is expected to evolve significantly over the coming years. Most of these applica-
tions will eventually require services to manage a variety of complex rights management scenarios. It is necessary to identify
which functions within a DRM process are ideal candidates to be transformed into middleware services. These are the func-
tions which share the same properties as those displayed by typical middleware services. These are commonly used distrib-
uted functions needed by different DRM applications.

Certain elements of DRM systems are highly distributed and require a hierarchical delegation and control, similar to the
methods required by DNS and PKI services. For example, in most DRM applications there is a need for content producers to
establish not only authentication but also complex levels of trust with the rendering devices before making a decision to
transfer the content. Trust establishment mechanisms are not necessary in closed systems, since the complete content dis-
tribution chain is controlled by a single vendor (e.g. Apple controls everything from songs to devices). However, in case of
interoperable systems, there has to be trust management mechanisms in place to manage trust between the content vendors
and content usage environments. For example, as explained earlier, Microsoft DRM 10 achieves interoperability with third
party devices via digitally signed certificates expressing capabilities of those devices. Multiple vendors playing role in
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different aspects of rights management such as content rendering devices and content distribution will eventually require a
hierarchical and distributed generic trust management mechanism. Payments also form an inherent part of DRM systems,
often requiring complex payment mechanisms to support super-distribution scenarios [33]. In a super-distribution scenario,
payments made by the end customer flow back along the value chain, with each player in the chain receiving a share of the
end payment.

Many DRM applications require complex negotiations with user devices. It is necessary to carry out these negotiations
with different kinds of devices requesting content. Such services can be implemented as middleware acting as a negotiator.
Transport and license format compatibility requires translation services to transform licenses from one DRM regime to an-
other. Finally, content usage tracking requires interaction with various devices to track the usage of content. Such a service
needs to be highly distributed interacting with various kinds of devices and hence can be effectively implemented as a
middleware.

5.2. Middleware services

The problems mentioned above are exactly the problems commonly addressed by middleware solutions. Therefore, DRM
middleware must create an expandable, consistent, and distributed service representing these functions. Applications can
then use this middleware to develop their own DRM services. Middleware services for DRM will operate at different layers.
The characteristics and interfaces of these services are defined below.

5.2.1. Negotiations layer services
Negotiations layer deals with establishment of terms of agreement and trust management. Two major middleware ser-

vices operating at this layer will be trust management services and payment services. Trust management services ensure
user- and system-level trust between licensing server and the content rendering environment. As an example, Microsoft
DRM 10 implements trust management by device certification of content rendering platforms. DRM systems require much
more complex payment service than traditional business models. Many DRM applications require superdistribution of con-
tent in which the buyers sell the content on behalf of sellers and get a share of the price paid. DRM applications will require
payment services to manage such complex transactions.

Finally, rights negotiations can be thought as a middleware service, where DRM vendors provide ‘‘rules of negotiation” to
the service which negotiates rights with content rendering environments on behalf of the vendors.

These three services defined in the negotiations layer must collaborate to provide sophisticated negotiation services to
DRM applications. The interaction of these services is shown in Fig. 9. Such a service will allow application developers to
support a range of complex negotiation scenarios.

5.2.2. Rights expression and interpretation layer services
A middleware service offering compatibility with rights expression and interpretation will allow DRM service providers

to express rights without worrying about their compatibility with enforcement platforms. ODRL and XrML are the two most
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Fig. 9. The use of a complex negotiation service as middleware used by the DRM license server.
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common RELs currently used [22,39]. The expressive power of RELs is not the same. The process to convert a license in one
format to another is very complex. Before the license is converted, the rights need to be cast in terms of the new environ-
ment. The factors that need to be taken into consideration during license conversion is an area of active research [29,34].

5.2.3. Usage tracking services
In addition to rights enforcement, content usage tracking forms one of the crucial components of many DRM applications.

The DRE upper layer implements license management mechanisms. It is the license management mechanism that keeps
track of content usage by the user. Different devices have different license management mechanisms which keep a track
of content usage in different formats. Also, these devices have different levels of network connections, for example, some
devices may connect to the network only intermittently. A DRM vendor application which wants to keep track of the usage
of particular content must have the ability to query these different license management mechanisms. A middleware for
tracking usage will provide a consistent interface to query content usage. Various policies for gathering information from
different devices with different properties can be implemented in the usage tracking middleware. The workings of such a
tracking service are shown in Fig. 10.

All of the suggestions and principles discussed in this paper require a generic platform in order to implement and verify
them. The next section gives an overview of the prototype implementation of a system which provides a possible embodi-
ment of these design principles.

6. Indirect DRM evaluation architecture

The indirect DRM evaluation architecture (IDEA) is a prototype implementation that addresses the major hurdles in DRM
systems, which are interoperability and REL simplification [20]. IDEA makes clever use of available infrastructures namely,
the Handle System [37] and the transient network architecture (TNA) to achieve this goal [1]. IDEA uses the Handle System
for indirection via persistent identification and the TNA for abstraction of RELs. Such an approach enables separation of DRM
services from rights enforcement mechanisms.

The Handle System provides a generic environment for persistent identification of entities along with the specification of
their attributes. The Handle System also provides security options for data integrity and confidentiality along with a distrib-
uted administration service. The TNA introduces the Ghost and Shell model in which the Shell separates the low-level hard-
ware specific operations by an interface consisting of a common neutral environment language of operation instructions to
roaming agents called Ghosts.

IDEA uses the Handle System to identify all the entities in a DRM system including users, distributors, content creators,
licenses, devices, etc. The ability to define properties of licenses and resolve them makes it possible to simplify RELs by taking
rights management functions out of the rights expression statements. Therefore in IDEA, services such as authorized do-
mains and superdistribution can be created in a flexible manner and need not be a part of RELs. For example, one way to
express an authorized domain is to do it within the language by the expression: ‘‘The right to play a song over five specified
devices”; another way is to expresses an authorized domain as a property of a license: ‘‘The license ‘X’ is valid over specified
devices”. While both approaches have pros and cons, the second approach allows separation of rights management functions
from RELs. The Handle System provides a generic environment which allows identification of licenses and specification of
their properties. In addition to this, the IDEA implements superdistribution using a mechanism called ‘‘license chaining”
where references to licenses along the distribution chain of content are maintained as a license property. Such a flexible ap-
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Fig. 10. A middleware service providing content usage tracking service.
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proach enables the IDEA to create interesting DRM services such as ‘‘content loaning” without affecting other parts of the
system. The services created using the Handle System represent the negotiations layer in the layered architecture discussed
earlier.

IDEA uses TNA’s ghost and shell architecture for REL abstraction. The environment neutral language of operation of the
shell provides a common platform for matching rights to actions. Each right is thus interpreted as an ordered sequence of
instructions expressed in terms of the language. Thus every right is computed in terms of a common set of operations shared
by all shells. Abstraction of RELs to a common set of operations will allow devices to interpret and enforce rights independent
of the RELs and manage interoperability of RELs with respect to devices. It should be however realized that complete trans-
lation of complex RELs which include rights, obligations and various constraints to a basic set of operations is still a long way
to go. The complete definition of shell interface language necessary for REL abstraction is still under development.

The IDEA system attempts to address some of the important issues which pose problems in achieving interoperability in
DRM systems such as the refactoring and simplification of RELs. It provides enough flexibility by exploiting the advantages
provided by some of the existing systems. The use of the Handle System and the TNA, allows IDEA to implement many inter-
esting DRM services and use-cases which are difficult to implement in current DRM environments. A more detailed descrip-
tion of this architecture is provided in [20].

7. Conclusions

We have proposed an open architectural layered framework that supports interoperability between DRM services and
rights enforcement platforms. The layered framework categorizes DRM functions into service layers, middle layers and
enforcement layers. Partitioning DRM systems in this manner provides an alternate and more manageable view to the study
interoperability in terms of standards and protocols required to define interfaces and system-level trust mechanisms. It is
thus possible to create spaces where innovation can be allowed by identifying them as ‘‘no standards zones” and areas where
standardization is essential in order to achieve interoperability. We showed that the boundaries of current RELs ‘‘spill over”
to the other layers and create unnecessary dependencies limiting the degree of achievable interoperability. It is necessary to
refactor current RELs with a simple core for rights expression with well-defined boundaries, based on the principles stated in
the paper. Refactoring of current RELs is essential for ‘‘liberation” of rights management mechanisms and DRM services
which is a necessary condition for interoperability in DRM systems. Once these mechanisms are separated from REL depen-
dencies, it is possible to implement them as common reusable middleware services which can be used by different DRM sys-
tems. Finally the IDEA framework shows how existing systems such as the Handle System and the TNA can be exploited for
indirection and hardware abstraction to support DRM interoperability and use-cases such as superdistribution and autho-
rized domains.

References

[1] Transient network architecture. <http://hdl.handle.net/2118/tna>.
[2] Understanding Secure Audio Path. <http://download.microsoft.com/download/a/1/a/a1a66a2c-f5f1-450a-979b-ddf790756f1d/WMRMsap_bro.pdf>.
[3] Enabler release definition for DRM V2.0, Tech. rep., Open Mobile Alliance, 2003.
[4] Marlin architecture overview, Tech. rep., 2006. <http://www.marlin-community.com>.
[5] Aiken B, Strassner J, Carpenter B. Network policy and services: A report of a workshop on middleware, Tech. rep., Network Working Group, Request for

Comments: 2768, 2000.
[6] Alvear J. Realnetworks, Microsoft face off on DRM, streamingmedia.com.
[7] Alverstrand H. The role of the standards process in shaping the internet. Proc IEEE 2004;92(9):1371–4.
[8] Arnab A, Hutchison A. Extending ODRL to enable bi-directional communication. In: Proceedings of the second international ODRL workshop, Lisbon,

Portugal, 2005.
[9] Arnab A, Hutchison A. Fairer usage contracts for DRM. In: Proceedings of the fifth ACM workshop on digital rights management, Alexandria, VA, 2005.

[10] Bellifemmine F, Poggi A, Rimassa G. JADE: a FIPA compliant agent framework. In: Proceedings of the practical applications of intelligent agents, London,
UK, 1999.

[11] Blumenthal MS, Clark DD. Rethinking the design of the Internet: the end-to-end arguments vs. the brave new world. ACM Trans Internet Technol
2001;1(1):70–109.

[12] Carroll A, Juarez M, Polk J, Leininger T. Microsoft palladium: A business overview, Tech. rep., Microsoft Content Security Business Unit, June 2002.
[13] Chong CN, Corin R, Etalle S, Hartel P, Jonker W, Law YW. LicenseScript: a novel digital rights language and its semantics. In: Third international

conference on the web delivery of music, Los Alamitos, CA, 2003.
[14] Clark DD. The design philosophy of the DARPA internet protocols. In: ACM SIGCOMM, Stanford, CA, 1988.
[15] Clark DD, Wroclawski J, Sollins KR, Braden R. Tussle in cyberspace: defining tomorrow’s Internet. In: SIGCOMM, Pittsburg, Pennsylvania, USA, 2002.
[16] Coral consortium whitepaper, Tech. rep., February 2006. <http://www.coral-interop.org>.
[17] The DRM vendor graveyard, <http://www.info-mech.com/drm_vendor_graveyard.html>.
[18] Halpern JY, Weissman V. A formal foundation for XrML licenses. In: Proceedings of the 17th IEEE computer security foundations workshop, Asilomar,

CA, 2004.
[19] Heileman GL, Jamkhedkar PA. DRM interoperability analysis from the perspective of a layered framework. In: Proceedings of the fifth ACM workshop

on digital rights management, Alexandria, VA, 2005.
[20] Heileman GL, Jerez H, Jamkhedkar PA, Khoury J. The indirect DRM evaluation architecture. In: Proceedings of the 5th international workshop for

technical, economic and legal aspects of business models for virtual goods, Koblenz, Germany, 2007.
[21] Hilty M, Pretschner A, Basin D, Schaefer C, Walter T. A policy language for distributed usage control. In: Proceedings of the 12th european symposium

on research in computer security, Dresden, Germany, 2007.
[22] Iannella R. Open digital rights language (ODRL), Version 1.1, August 2002. <http://ordl.net/1.1/ORDL-11.pdf>.
[23] International Standards Organization. Requirements for a Rights Data Dictionary and a Rights Expression Language, Version 1.0, ISO/IEC JTC1/SC29/

WG11 N4336, July 2001..

P.A. Jamkhedkar, G.L. Heileman / Computers and Electrical Engineering 35 (2009) 376–394 393



Author's personal copy

[24] International Standards Organization. Information technology – multimedia framework (MPEG-21) – Part 5: rights expression language. ISO/IEC
21000-5:2004.

[25] Jamkhedkar PA, Heileman GL. DRM as a layered system. In: Proceedings of the fourth ACM workshop on digital rights management, Washington, DC,
2004.

[26] Jamkhedkar PA, Heileman GL, Martinez-Ortiz I. The problem with rights expression languages. In: Proceedings of the sixth ACM workshop on digital
rights management, Alexandria, VA, 2006.

[27] Kahn R. Deposit, registration and recordation in an electronic copyright management system. In: Proceedings: technological strategies for protecting
intellectual property in the networked multimedia environment, Annapolis, MD, 1994.

[28] Kaplan MA. IBM cryptolopes, superdistribution and digital rights management, 1996. <http://dimacs.rutgers.edu/Workshops/Management/
Kaplan.html>.

[29] Koenen RH, Lacy J, MacKay M, Mitchell S. The long march to interoperable digital rights management. Proc IEEE 2004;92(6):883–97.
[30] Kohl U, Lotspiech J, Kaplan MA. Safeguarding digital library contents and users: protecting documents rather than channels, D-Lib Magazine 3 (9)

September 1997.
[31] Nelson ML, Argue B, Efron M, Denn S, Pattuelli M. A survey of complex object technologies for digital libraries, Tech. rep., NASA TM-2001-211426, 2001.
[32] Pucella R, Weissman V. A logic for reasoning about digital rights. In: Proceedings of the 15th IEEE computer security foundations workshop, Nova

Scotia, Canada, 2002.
[33] Rosenblatt B, Trippe B, Mooney S. Digital rights management: business and technology. New York, NY: M&T Books; 2002.
[34] Safavi-Naini R, Sheppard NP, Uehara T. Import/export in digital rights management. In: Proceedings of the fourth ACM workshop on digital rights

management, Washington, DC, 2004.
[35] Schmidt AU, Tafreschi O, Wolf R. Interoperability challenges for DRM systems. In: IFIP/GI workshop on virtual goods, Ilmenau, Germany, 2004.
[36] Stefik MJ, Casey MM. System for controlling the distribution and use of digital works, Xerox Corporation, US Patent No. 5,629,980, November 1994.
[37] Sun S., Lannom L, Boesch B. The handle system overview, Tech. rep., Corporation for National Research Initiatives, November 2003.
[38] Xiang J, Kong W, Ogata K, Futatsugi K. Formal specifications of licenses and digital rights management systems with OTS/CafeOBJ method., Tech. rep.,

JAIST Japan Advanced Institute of Science and Technology, 2006.
[39] XrML 2.0 technical overview, version 1.0, March 2002. <www.xrml.org>.

Pramod A. Jamkhedkar received the B.E. degree in Computer Engineering from the University of Mumbai in 2002, and the M.S.
degree in Computer Science from the University of New Mexico in 2005. He is currently pursuing his Ph.D. at the Electrical and
Computer Engineering Department at the University of New Mexico. His research interests include digital rights management,
networking, systems, security, and logic-based modeling and reasoning of languages and systems. He has several publications in
the area of digital rights management systems.

Gregory L. Heileman received the B.A. degree from Wake Forest University in 1982, the M.S. degree in Biomedical Engineering
and Mathematics from the University of North Carolina-Chapel Hill in 1986, and the Ph.D. degree in Computer Engineering from
the University of Central Florida in 1989. In 1990 he joined the Department of Electrical and Computer Engineering at the
University of New Mexico, Albuquerque, NM, where he is currently Professor and Associate Chair. During 1998 he held a
research fellowship at the Universidad Carlos III de Madrid, and in 2005 he held a similar position at the Universidad Politénica
de Madrid. His research interests are in digital rights management, information security, the theory of computing and infor-
mation, machine learning, and data structures and algorithmic analysis. He is the author of the text Data Structures, Algorithms
and Object-Oriented Programming, published by McGraw-Hill in 1996.

394 P.A. Jamkhedkar, G.L. Heileman / Computers and Electrical Engineering 35 (2009) 376–394


